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Introduction 
 
Data management for analytics is an end-to-end process, that is, it covers every step from the original 
capture of data at its operational source to the final preparation and enrichment of that data for 
analytics. Data can be viewed as a product that moves through a factory – a data management 
factory. Raw inputs from operational data sources systems are governed, acquired, and integrated 
into a data management foundation.  This data enhancement and enrichment module highlights 
several of the value-add approaches and technologies that enhance and enrich raw integrated data 
as it moves through the data factory.  These are the various services and solutions that “do stuff” to 
raw data that prepares and otherwise adds value to data for downstream analytics. Please refer to 
the other modules of the Data Management – A Foundation for Analytics series1 for discussions on 
data governance, integration, and storage.   
 
The intended audience of this module is data management practitioners.  Data management 
practitioners face the same data enhancement challenges as any other industry whether it is business 
metadata, master data management, and key performance indicator calculations. As practitioners 
consider their data management roadmaps, and where and how to advance their architectures to 
remain in alignment with organization demands for information and actionable insights, this module 
is intended to share some of the emerging approaches for consideration.  Highlighted in this module 
are several key enrichment and enhancement services particularly important to healthcare analytics 
including terminology management, natural language processing, master data management, 
eMeasures, and predictive models.  
 
  

                                                           
1 See http://www.himss.org/library/clinical-business-intelligence/related-links?navItemNumber=13236 

http://www.himss.org/library/clinical-business-intelligence/related-links?navItemNumber=13236
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Terminology Services 
 
Like any industry, a healthcare organization attempts to describe its many processes, inputs, outputs, 
and products using a language. One of the fundamental challenges of healthcare is that this language 
is often imprecise, ambiguous, and can draw from many different dictionaries. Layer on top of the 
foundational language challenge, whether written or verbal, the attempt to communicate using 
electronic data, we now have a significant data management challenge. 
 
The medical record, paper or electronic, largely remains a collection of free-form narrative serving as 
the communication language of healthcare delivery. Insights, attributes of processes, prognoses, 
evaluations, and clinical observations are locked up in narrative. Unfortunately, narrative is not 
conducive to machine learning, data management, and next-generation analytics. It is only through 
controlled, structured, electronically-legible, and understood terminology that the value of clinical 
decision support, alerts, clinical rules, and analytics can be realized.  
 
Structured terminologies, also referred to as controlled medical vocabularies, provide the semantics 
of the concepts being conveyed in an electronic message, in the electronic health record, and 
downstream in the data management foundation for analytics. Terminologies provide consistent 
meaning, promote shared understanding, facilitate communication, and enable comparison and 
integration of data. They are essential for not only interoperability among operational information 
systems, applications such as Electronic Health Record (EHR) sharing, portability for health 
information exchange (HIE), but also for the purposes highlighted here, for healthcare data 
management and analytics. Several non-exhaustive examples of terminologies include the following: 
 

• Coding systems for diagnoses, problems, and conditions such as Systemized Nomenclature of 
Medical Clinical Terms (SNOMED CT), International Classification of Diseases (ICD)   

• Coding systems for procedures and clinical interventions such as Current Procedural 
Terminology (CPT),  Health Care Common Procedural Coding System (HCPCS) 

• Coding systems for medications such as the National Drug File Reference Terminology (NDF-
RT), First Data Bank, National Drug Classification, and Rx-Norm 

• Coding systems for results such as Logical Observation Identifiers Names and Codes (LOINC) 
• Coding systems for nursing such as ICNP, NIC, NOC, NANDA 
• Coding systems for adverse events such as MedDRA, COSTART, WHOART  
• Coding systems for genetics such as GO  

 
As can be seen, there is no shortage of “standard” controlled medical vocabulary for many broad 
purposes. As part of data management, next-generation architectures require a solution, an 
enhancement service, to traverse coding systems, translate, map, validate, assign, and interpret code 
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sets. As an example, CMS Meaningful Use objectives2 and measures3 rely heavily on controlled 
medical vocabularies.  Meaningful Use requires the display of a certain percentage of laboratory 
results using the LOINC code set.  This MU requirement then makes available LOINC coding for scores 
of measures such as A1BC and LDL results for many diabetes quality measures.   
 
As a solution, a terminology engine assists with centralizing terminology content management and 
use. Clinical data is received and cached using terms and codes from the originating clinical system to 
reduce degradation of the original data. The terms are then translated using standard vocabularies. 
The translation is then cached so that it can be received, searched and referenced during data 
enhancement processes into secondary data use environments. A simple example would be the use 
of a terminology engine to translate an EHR’s local use of RxNorm drug classification to the National 
Drug Code (NDC) system used by the National Quality Foundation (NQF) measure definitions that 
reference medication usage.   
 
Operational information systems such as the EHR and laboratory information system also require 
these services as they process transactions in and out of the application, and therefore need to 
translate from sending and receiving language sets.  A data management design consideration is 
whether a single terminology management service is shared by both operational information systems 
as well as analytical data management solutions. The prevalent current state is to have multiple and 
completely separate terminology solutions. The terminology solutions marketplace is maturing 
rapidly so that consideration of a shared enterprise terminology service for both operations and 
analytics is a pragmatic reality.  So that an operational interface engine and EHR, as well as, data 
warehouse integration and enhancement processes access shared enterprise terminology services.  
 
A convergence of all terminology management capabilities has benefits such as ensuring consistency 
across applications and data uses, lower cost of operations, and mastering a single unified platform. 
There are also several open-source and “free” utilities available to help manage and map specific 
bodies of code sets if an organization is not yet ready for a single enterprise-wide investment. As an 
example, terminology informaticists can download and use the Regenstrief LOINC Mapping Assistant 
(RELMA) software to manage and map the LOINC code set. Apelon has made available the open-
source Distributed Terminology System (DTS).  
 
A premise throughout the terminology management description is that we have terminology, code 
sets, and controlled medical vocabulary in the first place. This is often not the reality and the 
language of healthcare remains free-form narrative in all its forms including verbal and written of 

                                                           
2 See http://www.cms.gov/Regulations-and-
Guidance/Legislation/EHRIncentivePrograms/Downloads/Stage2Overview_Tipsheet.pdf  
3 See http://www.cms.gov/Regulations-and-Guidance/Legislation/EHRIncentivePrograms/Recommended_Core_Set.html  

http://www.cms.gov/Regulations-and-Guidance/Legislation/EHRIncentivePrograms/Downloads/Stage2Overview_Tipsheet.pdf
http://www.cms.gov/Regulations-and-Guidance/Legislation/EHRIncentivePrograms/Downloads/Stage2Overview_Tipsheet.pdf
http://www.cms.gov/Regulations-and-Guidance/Legislation/EHRIncentivePrograms/Recommended_Core_Set.html
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course, but also within electronic data.  Healthcare organizations therefore need an additional 
enhancement approach and technology – natural language processing (NLP). 
 
Natural Language Processing  
 
Another data enhancement and enrichment service is the capability to turn clinical narrative into 
controlled medical vocabulary. The verbal characterization of symptoms and clinical interventions 
conveyed by the patient and recorded by the clinician is central to the practice of clinical medicine. 
Electronic health records often contain clinicians’ free text description of symptoms, diagnoses, 
discharge summaries, perioperative reports, or diagnostic interpretations. These rich clinical 
narratives may be given one of several International Classification of Diseases Clinical Modification 
(ICD-9/10-CM) codes after a time consuming process of health information management 
professionals abstracting, interpreting, and assigning the ICD codes.  
 
A more common reality is when ICD codes are not primary drivers of reimbursement methodologies 
as they are in the inpatient Diagnosis Related Group (DRG) prospective payment methodology, there 
may be only a primary symptom code at best, or no coding at all.  The rich story of a patient’s history 
and physical, multiple comorbidities and complaints, of the clinician’s rationale and prognosis, are all 
largely lost and invisible to data management and analysis. The availability of Natural Language 
Processing (NLP) technology is increasing the capabilities of unlocking the hidden insights currently 
locked up in clinical narrative.  
 
NLP technology is closely intertwined with terminology management as described above, and also 
integral to realizing the eMeasure vision which is further described below. NLP is a data enrichment 
technology of particularly high-value to healthcare data management challenges. NLP technology at 
its core consumes free-form clinical narrative as raw data passes through the data management 
factory, and outputs suggested diagnostic and procedural coding of a controlled medical vocabulary 
system of choice (i.e., ICD, SNOMED, CPT, NDC, HCPCS). These codes in turn are managed, mapped, 
validated using the terminology services described in the previous section. Many of the very same 
vendors that offer terminology management engines also offer adjunct NLP modules, and solutions 
or partner with best-of-breed NLP engines.  
 
The challenges are not yet fully overcome. In data management repositories, unstructured data poses 
several daunting problems for NLP engines. First, meaning must be extracted from text. “Positive” 
has a wide range of meanings in English. Within the context of different clinical observations, test 
results, or prognoses, “Positive” also has wide ranging meanings from the very good to the very bad 
for a patient. Second, day-to-day spoken prose is unruly in terms of grammatical rules. Hence, NLP 
relies on different techniques to maximize meaning extracted from text and minimize the effects of a 
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semi-grammarless prose. For example, researchers developed machine-learning methods such as 
support vector machines (SVM) and Hidden Markov models (HMM). Others developed large 
annotated corpora to disambiguate text such as used by IBM’s Watson during its Jeopardy 
competition. NLP has borrowed techniques from many data science fields to leverage scalability for 
indexing and searching large volumes of dictated or written text. Among the most important of these 
fields are statistics, artificial intelligence, and linguistics. 
 
The next-generation data management architectures being described here will allow a clinician and 
knowledge workers to document in free form natural narrative, as humans are want to do. Natural 
language processing and terminology technologies will be inserted into the data management 
process to enhance the data value chain and seamlessly link human thought processes to encoded 
data capture and controlled medical vocabularies. With these building blocks of enriched data assets 
– insights into care processes, prognosis, clinical reasoning, quality, outcomes, knowledge processes – 
healthcare organizations are several steps closer to truly transformative analytics.  
 
Master Data Management  
 
An additional data enhancement requirement of the envisioned data management foundation is 
managing the many dimensions of how healthcare organizations describe their primary facets of 
operations, that is, their master data. Healthcare organizations have significant data consistency 
issues regarding many master data subject areas such as patients, providers, charge codes, supply 
item codes, and service lines to name just several master data domains. Healthcare organizations 
have applied tremendous efforts to deal with inconsistent master data across their operational as 
well as their analytical information systems.  Master Data Management (MDM) governance 
approaches and technologies enable organizations to manage their key business domains. The 
governance aspect of MDM, such as coming to consensus on what to call laboratory test “Y”, is 
further described in the Data Governance module of this Data Management – A Foundation for 
Analytics series.4 The focus in this section is the data enrichment technologies that help implement 
the governed master data within healthcare data management solutions.  
 
As a case in point, let us say a new laboratory test is made available to the organization. This simple 
business activity now needs to be communicated and instantiated into dozens of information systems 
and derivative analytical data stores. The new test needs to be added to the Laboratory Information 
System and assigned an accession code. The test needs to be made visible in the computerized-
physician order entry system (CPOE) and likely assigned a different ordering code. The test needs to 
have an entry in the charge master and a price assigned to it and further linked to the ordering code. 

                                                           
4 See http://www.himss.org/library/clinical-business-intelligence/related-links?navItemNumber=13236 

http://www.himss.org/library/clinical-business-intelligence/related-links?navItemNumber=13236
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The test needs to be added to the cost accounting system with RVUs assigned to it. The test needs to 
be assigned a result code and elsewhere mapped to its equivalent LOINC code. The test needs to be 
mapped to the General Ledger chart of accounts for expense and revenue accruals. The test needs to 
be added to the code list that classifies all glycolated sugar blood tests which are of interest to all 
diabetes measures. So this simple act of adding one single new lab test has propagated several 
different ID and coding systems in a dozen or more data management applications. MDM services 
seek to make the management and mapping of master data a bit easier for end-to-end data 
management. Some particularly challenging healthcare master data domains include the following:  
 

• Charge codes / price masters 
• Item codes in purchasing and supply chain systems 
• Mapping item codes to charge codes for patient implantable devices and orthotics 
• Service line definitions that cross physician specialties, DRG groupings, location classifications, 

diagnoses, and procedure code groupings 
• General ledger chart of accounts and mapping to charge masters, item masters, budgets, and 

service lines for hierarchical reporting dimensions 
• Mapping clinic locations to clinic codes, service lines, and the physician master 

 
To help organizations manage these and many other master data domains, MDM solutions provide 
several functions and capabilities. A MDM solution at its core allows for the storage and access to 
shared master data definitions. There are many flavors of this including the terminology management 
discussed above. The Master Patient Index (MPI) seeks to uniquely identify patients across disparate 
information systems. The Provider Master Index seeks to do the same for clinician personnel while 
also understanding their credentials, national provider ID, UPIN, disciplines, service line, and 
academic titles. These two master data domains often have specialized software and services to 
apply heuristic and probabilistic rules to match and manage IDs across disparate data management 
systems. The list of master data domains is large and each presents its own challenges within 
healthcare organizations. Therefore, there are often many master data sources to be mapped and 
managed.  This is the promise of the MDM category of services and solutions, to ease the burden of 
defining, mapping, and managing master data across the enterprise. Once master data is converged 
and managed, it can now be consistently accessed to enhance data coming through the data 
management foundation in preparation for business intelligence, analytics, and other uses.   

 
While the focus in this module is on the technology and services perspective of master data 
management, data governance is a key to success as discussed in the Data Governance module. A 
data governance function needs to convene key stakeholders and make the hard decisions to 
reconcile master data definitions across the enterprise. Otherwise, MDM solutions will just 
exacerbate and propagate mismanaged master data domains all the more faster.  If used fully and 
properly, MDM solutions can enhance data management and analytics so that organizations can 
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achieve a shared view of their business and processes. As an example, revenue, costs, and quality 
measures presented by service line and by attending physician, for patients cared for across three 
affiliated hospitals and two dozen clinics can now be a reality and not wishful thinking.  
 
eMeasures  
 
Healthcare organizations face intense scrutiny from external sources such as insurance companies, 
regulatory agencies, lawmakers, employer sponsors, and a more well-informed public. Healthcare 
organizations are essentially mandated to participate in multiple performance measurement 
programs generating hundreds, if not thousands, of measures. The challenge to data management is 
to design and implement a more effective and efficient enterprise measurement architecture. A 
measurement architecture should deliver on the promise of performance measurement, without it 
actually costing more to manage and generate the many measures in the first place. A promising data 
enrichment architecture approach is eMeasures. eMeasures seek to automate what traditionally has 
been a highly manual and resource intensive process for healthcare organizations. The emergence of 
more readily available clinical data, as a result of adopting EHRs, with the addition of eMeasure 
technology and standards, makes the vision of automating measure calculations closer to a reality. 
eMeasure architecture in many ways is the convergence of the other data enrichment approaches 
described above such as standardizing terminology and code sets, natural language processing, and 
master data management.  Enriching data through automated measure pre-processing can only be 
enabled if the other solutions are already in place.  
 
One significant eMeasure standard definition effort underway is the National Quality Forum’s Health 
Quality Measures Format now managed by the HL7 standards setting organization. The effort has the 
broad charge of recommending how health information technology (HIT) solutions can meet the 
following challenges: 
 

• Provide the data needed for quality measures 
• Automate the measurement, feedback, and reporting of comprehensive current and future 

quality measures 
• Accelerate the use of clinical decision support to improve performance on these measures 
• Align performance measures with HIT’s capabilities and limitations 

 
The summary of their efforts offers a broad framework for measurement definition, from its history 
and evidence to the designation of numerators, denominators, inclusions, and exclusions. Similar to 
how in the 1970s innovation allowed the separation of the physical storage of data in databases from 
the data definition language (DDL) that described it. Today and into the future, a similar innovation is 
necessary so that measure definitions can be decoupled from the physical data management 
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foundation, its data model, and the database query code (e.g., ANSI SQL) required to calculate 
measures.  
 
This is not a business intelligence or analytics challenge. This is a data enrichment challenge that 
enables the final mile between operational raw data and serving up enterprise measures in many 
different dashboards, scorecards, measure data submissions, and reports.  If measure pre-processing 
is not de-coupled from the tools that display and deliver measures, then the complex logic for 
measure calculation needs to be developed over and over in each BI toolset; in each report 
attempting to define quality for diabetics; in each of dozens of data submissions to reporting and 
accreditation agencies. The likely results, higher cost of measure management to the organization, 
and widely variant definitions of measures across BI solutions and analytical applications.  
 
The translation of data into measurements encompasses solutions that are first able to breakdown 
the definitions of numerators, denominators, inclusions, and exclusions into their component parts 
then connect those component definitions to underlying data management models. For example, a 
next-generation measure platform would allow a measures analyst to define an acute myocardial 
infarction measure (e.g., AMI.1) as follows: 
 

• Define the denominator as all Emergency Department and Admissions Encounters in the 
range of a Reporting Period, with a Diagnosis or Problem Code in the ICD-9CM code set range 
indicating Acute Myocardial Infarction (AMI) 

• Define the numerator as those Encounters where there was Administration of a non-steroidal 
anti-inflammatory drug (NSAID) class pharmaceutical (e.g., Bayer, Ecotrin), and the Timing of 
the Administration was within 24 hours or Presentation  

• Define exclusions to the denominator as any cases where there is a SNOMED Allergy coding 
indicating Aspirin Contraindications  
 

The eMeasure platform holds the promise of allowing analyst to curate measures using largely 
English phrasing like above, not measure definitions buried in some hundreds of lines of SQL program 
code. The measure analysts will also want handy references and linkages to underlying operational 
definitions of measures as published by NQF, AHRQ, ONC, and CMS for them to reference.  
 
The final output of the eMeasure data enhancement process is an enterprise measures data mart. 
The measures data mart has pre-processed and flagged the many indicators, facts, and clinical 
markers that make up today’s many measure sets. Such facts and clinical markers would include data 
elements such as [Is Diabetic] (Yes or No); [Is AMI Encounter] (Yes, No), [A1BC in Control] (Yes, No). 
This pre-processed and enriched measures data is now available to downstream analytical 
applications and BI toolsets. These would include measure file submissions to reporting agencies such 
as CMS for Meaningful Use Stage 2 measures; or serving up the measure facts to executive 
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dashboards; or accessing the measures data mart with a data mining engine to produce predictive 
risk and patient segmentation models.  
 
Predictive Models 
 
The healthcare industry has made numerous attempts in the past to control the cost of healthcare 
and manage utilization of services. Some examples include the use of case management, utilization 
review, and disease management. However, all of these programs were reactive in nature, often 
relying upon information and action after the patient had received high-cost care and services. In 
order to control costs in a medically responsible manner, health insurers and health systems have 
searched for new methods to identify patients with chronic diseases, who are a high risk for 
readmission, or predicting disease progression and health status. Such methods have relied heavily 
on the use of predictive models. Predictive analytics is a catch-all phrase for many different data 
enrichment techniques such as the following: 
 

• Machine learning 
• Advanced statistics such as neural networks, logistical regression, clustering  
• Artificial intelligence such as decision trees and rules processing 

 
Most disease states have signs and risk factors that may predict the eventual diagnosis and 
progression of the disease. For example, shortness of breath, chest pressure and heartburn are early 
symptoms of coronary artery disease (CAD). Earlier risk factors for the disease include elevated 
cholesterol levels, smoking, high blood pressure, and diabetes. Payers and providers are now using 
risk models to classify patients into risk categories ranging from low to high.  A risk model would use 
data regarding each patient from a previous year’s experience to then predict their propensity for a 
future dependent variable such as expenses, complications, mortality, and readmissions. The output 
of the risk models is now additional enriched data that can feed into analytical applications and use 
cases.    
 
Building the model involves feeding data from physicians, laboratories, pharmacies, and hospital-
provided information into a statistics engine. The output of a predictive model is more, now enriched, 
data points. As an example, the enriched data could include a risk score for each patient in a 
population, which in turn can produce yet another data point such as the propensity score for a 
readmission. Predictive models take into consideration demographic information and the chronic 
condition itself. The more information the model contains the more likely it is to accurately predict 
the dependent data point of interest such as readmission, cost, mortality, severity, malpractice loss, 
and utilization cohort to name several. 
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The emergence of value-based care such as the Medicare Shared Savings Program (MSSP) has only 
increased the necessity of understanding the risk that a patient population presents. Now that 
healthcare providers are bearing risk through these new value-based reimbursement methodologies, 
it is all the more critical to apply predictive models to the data management factory to create further 
enriched data such as risk scores, predicted outcomes (cost, readmission), patient cluster category, 
and many other data points of interest.  
 
Healthcare organizations can choose two basic paths to develop predictive model capabilities; (1) 
build their own models using prevalent data mining and statistics solutions, or (2) acquire commercial 
models developed by vendors.  Pragmatically speaking, organizations will likely use a little of both. An 
organization conducting health services or translational research will develop its own statistical 
model. The same organization comparing its cardiac mortality rates to its peers will likely adopt an 
industry provided severity adjustment model. 
 
A very significant development for industry data management is the convergence of claims-based 
data with granular clinical data. Historically, payers developed predictive models using the claims 
data available to them. These produced interesting, but ultimately inadequate models not sensitive 
to clinical reality. The emergence of EHRs, HIEs, all-payer claims databases, and continuity of care 
documents (CCD) have created a new powerful convergence of claims data and clinical data that data 
management practitioners need to plan for and design.  
 
Conclusion 
 
Healthcare data management practitioners face numerous design, technology, and implementation 
challenges as they seek to keep analytics solutions and services in alignment with organization 
requirements.  As practitioners consider their data management roadmaps, and where and how to 
advance their architectures, this module shared some of the C&BI Community’s point of view on 
emerging approaches and technologies for consideration.  Highlighted in this module are several key 
enrichment and enhancement services particularly important to healthcare analytics including 
terminology management, natural language processing, master data management, eMeasures, and 
predictive models.  
 
Treatment of these topics is introductory in nature by necessity.  It is the hope that they have 
introduced additional considerations for the next-generation architectures being designed and 
deployed throughout the industry. Organizations beginning their work efforts in healthcare data 
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management are also invited to seek out other modules in the HIMSS Data Management – A 
Foundation for Analytics series5 as well as the provided resources below. 
 
Additional Resources 
 
Links to more information on data enrichment and enhancement: 

• eMeasures  
http://www.hl7.org/implement/standards/product_brief.cfm?product_id=97 

• Healthcare Predictive Analytics  
http://www.verisk.com/Landing-Pages/Landing-Pages/Verisk-Health-Healthcare-Analytics-
and-Predictive-Modeling.html  
http://tech.uchicago.edu/features/20120926_burke/  
http://healthcareanalytics.info/2011/02/moving-to-predictive-analytics-in-healthcare/  

• Natural Language Processing  
http://www.himss.org/files/HIMSSorg/content/files/AutoCodingandNaturalLanguageProcessi
ng(WhitePaper).pdf  

• Open Health Natural Language Processing Consortium 
https://wiki.nci.nih.gov/display/VKC/Open+Health+Natural+Language+Processing+%28OHNLP
%29+Consortium 
 

 
For More Information 
Organizations beginning their work efforts in healthcare data management are also advised to seek 
out other modules in the Clinical & Business Intelligence: Data Management – A Foundation for 
Analytics series:  

• Data Governance 
• Data Integration 
• Data Storage 

 
The series is available in the Resources and Tools section6 of the HIMSS Clinical & Business 
Intelligence Resource Library. 
 

  

                                                           
5 See http://www.himss.org/library/clinical-business-intelligence/related-links?navItemNumber=13236 
6 See http://www.himss.org/library/clinical-business-intelligence/related-links?navItemNumber=13236  

http://www.verisk.com/Landing-Pages/Landing-Pages/Verisk-Health-Healthcare-Analytics-and-Predictive-Modeling.html
http://www.verisk.com/Landing-Pages/Landing-Pages/Verisk-Health-Healthcare-Analytics-and-Predictive-Modeling.html
http://tech.uchicago.edu/features/20120926_burke/
http://healthcareanalytics.info/2011/02/moving-to-predictive-analytics-in-healthcare/
http://www.himss.org/files/HIMSSorg/content/files/AutoCodingandNaturalLanguageProcessing(WhitePaper).pdf
http://www.himss.org/files/HIMSSorg/content/files/AutoCodingandNaturalLanguageProcessing(WhitePaper).pdf
https://wiki.nci.nih.gov/display/VKC/Open+Health+Natural+Language+Processing+%28OHNLP%29+Consortium
https://wiki.nci.nih.gov/display/VKC/Open+Health+Natural+Language+Processing+%28OHNLP%29+Consortium
http://www.himss.org/library/clinical-business-intelligence/related-links?navItemNumber=13236
http://www.himss.org/library/clinical-business-intelligence/related-links?navItemNumber=13236
http://www.himss.org/library/clinical-business-intelligence/related-links?navItemNumber=13236
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