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Introduction 
 
Data management for analytics is an end-to-end process, that is, it covers every step from the original 
capture of data at its operational source to the final preparation and enrichment of that data for 
analytics. Data can be viewed as a product that moves through a factory – a data management 
factory. Raw inputs from operational data sources systems are governed, acquired, and integrated 
into a data management foundation.  This data storage module provides an overview of issues to be 
considered when storing data to be used for analytics.  Please refer to the other modules of the Data 
Management – A Foundation for Analytics series1 for discussions on data governance, data 
integration, and data enrichment and enhancement.   
 
The intended audience of this module is managers and data practitioners who are facing new or 
expanding data integration and storage demands.  This module provides a high level starting point for 
issues to consider in data storage:  Storage Location and Media, Cloud and Software as a Service 
(SaaS), Big Data, Data Structure, In Memory Solutions, Maintenance, and Data Availability and 
Disaster Recovery.   
 
Issues for Consideration in Data Storage  
 
Once data is sourced from systems, integrated, transformed and ready for use, it must be stored in a 
secure yet accessible way.  Storage must take into account the short term and potential long term 
needs of the users and has a major impact on data availability for clinical and business intelligence 
(C&BI).  The governance process plays a big role is setting the guidelines for how long to maintain 
data for operational and analytical purposes, as well as data security, auditing, and access rights.   
 

                                                           
1 See http://www.himss.org/library/clinical-business-intelligence/related-links?navItemNumber=13236 

http://www.himss.org/library/clinical-business-intelligence/related-links?navItemNumber=13236
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a. Storage Locations and Media.  Where data is stored will depend somewhat on facility, capital, 
and resource availability, but will also be impacted by issues related to data governance and 
security concerns.  When data is integrated from disparate organizations the organizations may 
be fine with one of the organizations housing the data or they may insist on a neutral third party 
location (or the cloud) to house the data.  This may give more of an air of privacy across the 
organizations.  For example, a physician-hospital organization that is storing data from an 
academic medical center, employed physician groups, and several private physicians groups may 
locate the data offsite from the main hospital data center to ensure the private practice 
physicians that the hospital will not inappropriately gain access to their practice data.   Storage 
locations and media should also ensure data security while permitting authorized data access.  

 
b. Cloud and Software as a Service (SaaS).  Many organizations look to move traditional IT services 

out of house through cloud or SaaS.  In these cases, find a reliable vendor, and one that can 
ensure proper, regular back up and transfer of data.  This is essential to prevent a “crash” and 
losing data.  Also, in the case of healthcare, a cloud-based storage vendor must not only be 
reliable, but also store information in a manner that meets all disclosure and security compliance 
requirements.  

 
c. Big Data.  Big data are high-volume, high-velocity, and / or high-variety information assets that 

require new forms of processing to enable enhanced decision making, insight discovery and 
process optimization.2  Methods to address big data in healthcare are evolving and some 
considerations for review include:  
• Assess Big Data solutions such as Data Appliances to support healthcare analytics on growing 

data stores of patient care (e.g., electronic health record (EHR)), research, and basic science 
data (e.g., genomics).   

o Consider whether data sets have grown so large and complex that it is difficult to 
process using traditional relational databases and desktop statistics and visualization 
packages 

o Big Data storage applies distributed systems and parallel servers.  Real time or near 
real time information delivery is a defining characteristic.  

o Tagging free text and other non-standardized data to make it usable for analytics.  
• As much of data remains “unstructured,” it must be formatted in a way that that makes it 

suitable for data mining and subsequent analysis.  Apache Hadoop is an example of an open 
source platform for structuring big data and distributing processing of the large data sets 
across clusters of computers. 

                                                           
2 Gartner IT Dictionary: Big Data. Accessed April 4, 2013. http://www.gartner.com/it-glossary/big-data  

http://www.gartner.com/it-glossary/big-data/
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• Data Appliances such as EMC GreenPlum, Oracle Exadata, Teradata, and IBM Netezza are an 
additional response to big data.  A data warehouse appliance consists of an integrated set of 
servers, storage, operating system, DBMS and software specifically pre-installed and pre-
optimized for data warehousing. Appliances package several techniques to optimize high-
volume data access and query processing.  Such techniques include the following: 

o Massively parallel processing (MPP) hardware to provide high query performance and 
platform scalability. MPP architectures consist of independent processors or servers 
executing in parallel.  

o Distribute disk storage units connected to each server in the appliance. This 
distribution allows DW appliances to resolve a relational query by scanning data on 
each server /disk combination in parallel. The divide-and-conquer approach delivers 
high performance and scales linearly as new servers are added into the architecture.  

o A hallmark of analytic queries is the need to scan an entire table of data.  Appliances 
address this performance challenge through sophisticated query projection and 
restriction filters.  These specialized query facilities seek to minimize data movement 
and I/O within the system. An example of this technique is the “piggy-back” query that 
allows new queries to first process the results of an already satisfied query retained in 
cache before going back to disk. 

o Columnar compression also achieves the goal of minimizing data movement and I/O 
o Partitioning allows data to be physically stored in an intelligent manner across disk 

subsystems so that clustering of data most often queried together are stored together 
while minimizing reading of unnecessary data.  A classic example to partition data by 
year under the theory that 90% of analytics are interested in “this year” queries.  

• Open source and commodity components have aided a re-emergence of MPP data 
warehouses. Advances in technology have reduced costs and improved performance in 
storage devices, multi-core CPUs and networking components. Open-source RDBMS products, 
such as Ingres and PostgreSQL, reduce software-license costs and allow DW-appliance 
vendors to focus on optimization rather than providing basic database functionality. 
 

d. Data Structure.  This is how the data is organized within a data container and drives the syntactic 
meaning of the data.  It also impacts how data can be retrieved for business purposes (i.e., 
reporting, OLAP cubes, extracts).  Examples: 
• Dimensional – facts and dimensions are defined to support drill down analytics, for example 

star / snowflake, etc.  
• Normalization -- reduces redundancy and simplifies maintenance and retrieval performance.  
• Tree –uses leaf and nodes for quick retrieval.  
• Flat – a basic file with rows (text, etc.) 
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e. In Memory Solutions.  In memory solutions provider quicker running applications and 
applications.  Queries reside in RAM (random access memory) as opposed to storage disks.  As the 
cost of RAM declines, larger data sets can be used.  In addition to providing fast query response 
times, in-memory analytics can reduce or eliminate the need for data indexing and storing pre-
aggregated data.  

 
f. Maintenance.  Data maintenance is often taken for granted, but is essential to support ongoing 

C&BI needs of the organization.  Issues to consider:   
• Backup – automated vs. manual 
• Indexing / Tuning 
• Compression 
• Archiving, purging 
• Migration to cheaper / slower media 
 

g. Data Availability and Disaster Recovery.  Finally, the data storage function has ultimate 
responsibility for ensuring data availability of the organization and recovering data in the event of 
a disaster.  Issues for consideration:   
• Work with the business users to establish a Business Continuity plan which includes 

o Risk assessment 
o Emergency Downtime procedures 
o Data recovery procedures 
o Data shipping – hot site vs. cold site 
o Recovery testing based on system requirements (DRP, etc.)  

• Planning must be based on business needs to prioritize data for recovery.   
• Determine the need for High Availability / Fault Tolerant systems such as redundant disks and 

mirroring of servers and systems 
 
Additional Resources 
 
Links to more information on data storage: 

• Enterprise Storage Forum 
http://www.enterprisestorageforum.com/about.html 

 
For More Information 
Organizations beginning their work efforts in healthcare data management are also advised to seek 
out other modules in the Clinical & Business Intelligence: Data Management – A Foundation for 
Analytics series:  

• Data Governance 

http://www.enterprisestorageforum.com/about.html
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• Data Integration 
• Data Enrichment / Enhancement 

 

The series is available in the Resources and Tools section3 of the HIMSS Clinical & Business 
Intelligence Resource Library. 
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